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Technical infrastructure for MLEs

MLEs depend upon the ICT (Information and Communications Technology) infrastructure to deliver all aspects of their work. The focus of the institution’s business will tend to gravitate towards the MLE as more systems become integrated, and so the dependency on the infrastructure becomes greater as an MLE develops.

A useful way of looking at MLEs and infrastructure is to take a layered “slice” through the enterprise:


The MLE tends to be concerned with providing the top two layers – the applications that end-users make use of, and the services that those applications rely upon for their core functionality. Infrastructure is mainly concerned with basic networking capabilities and core services that both applications and application-level services rely upon.

The assumptions made by the MLE are that these fundamentals of services and network capabilities will always be present, have sufficient quality of service, and are going to scale to meet its needs.

Part of the future for the MLE is a move from large, monolithic applications towards ecologies of smaller service components integrated using Web Services and other component technologies such as J2EE and .Net. With this evolution the dependency on the infrastructure layer grows more acute.

Another strand of MLE evolution is the move beyond the institutional boundary, to the creation of federated MLEs across consortia that include both HEIs and FEIs. This is increasingly common as consortia consolidate their support systems and attempt to make cost savings, and implement joined-up course delivery and personal development planning for lifelong learners.

So what are the issues that need to be addressed?

Physical capability of the network

The MLE is largely ignorant of how packets of data move around the network, as usually MLE applications operate above TCP/IP in the protocol stack. What are important are bandwidth, reliability, and ubiquity. 

MLE users want to be able to work with rich environments, including bandwidth-intensive media, be able to work with the MLE whenever they choose, not just “office hours”, and to be able to connect to MLE services from wherever they want to – including wirelessly and via teleworking.

We can take it for granted that the bandwidth usage of individual users will go on increasing, as will the demand for flexible connectivity using wireless technologies such as 802.11b. Perhaps most important from a network management viewpoint, because an MLE provides essential services for teaching and administration, network downtime will become absolutely unacceptable. Effectively, with an MLE such downtime puts a stop to all of the core work of the institution until service is restored.

Providing common services

In addition to the network, there is going to be increased demand for common infrastructure services from MLE components. In particular, there will be a need for common authentication and authorization services, and directory services such as LDAP. 

Also, as more and more systems are integrated into the MLE, so the use of managed messaging services based on SOAP and JMS are becoming more important. This is usually to provide improved quality of service, and to integrate the MLE with the network security mechanisms. It also provides a means to manage the complexity of large-scale integration. 

The use of such systems has a considerable impact on the performance of the network and the MLE applications that depend upon it. One positive implication of managed messaging is the capability to redeploy services to different physical hardware and network paths to improve performance without needing to reconfigure parts of the MLE to cope with changes to IP addresses and port numbers.

Another theme developing is the use of distributed component technologies such as Sun’s Java 2 Enterprise Edition (J2EE) and Microsoft’s .Net, which rely upon distributing software across multiple application servers to maximise reuse and scalability.

This is the area where the distinctions between “infrastructure” and “MLE” become blurred.

Providing support

· As learners and other users will be accessing the MLE outside of the standard office hours, a reliable infrastructure available on a 24/7 basis will become essential.

· Support staff may be required to provide support for more computers, more users, and new network-reliant applications. Users will increasingly be working remotely from the institution, and have diverse configurations, hardware, and operating systems, something that support services will need to consider when developing service agreements and policies.

· Remote administration and management facilities will be required, and support staff may have to be contracted to be ‘on call’ outside standard working hours – including major holidays – in the event of network problems. This is already common practice in the commercial sector.

Network management

· Network downtime must be all but eliminated; howsoever that downtime may be caused. An MLE implementation depends not just upon the network, but the service level agreement with the network providers, whether in-house or outsourced.

· Hardware support contracts with commercial organisations should be investigated in the event of serious hardware errors. Some companies now exist to provide total system mirroring for critical services in the case of a complete failure of infrastructure.

· Some support tasks can be subcontracted to external providers. However, care needs to be taken with regard to performance targets and penalty clauses, and institutions should avoid becoming locked into particular providers with no recourse to switch to other providers should it become desirable.

· A proper fault recording system should be put into place, so that common problems can be fixed more quickly.

· Network topology should be mapped and regularly maintained. Any network diagrams should conform to standard network mapping conventions to aid understanding by new staff and external consultants.

· Network hardware must be inventoried.

· New network installations should be tested and certified to ensure maximum throughput is obtained.  Demand written proof or documentation of cable certification tests. Invest in a portable cable tester and verify the installation.

· Proactive monitoring of network performance can be used to identify bottlenecks and also provide an early indication of other problems. Messaging service products can also provide monitoring services to identify network services with problems such as high response latency or recurring downtime.

· In some areas web caches and proxy servers can reduce bottlenecks. However this needs to be done with some care as many MLE services rely upon synchronous communication with dynamic content.

· Proxy servers can be configured to filter access to certain sites if policy requires it.

Strategy

· With the emergence of the MLE, ICT strategy becomes a key part of institutional strategy, and must be recognised at all levels of the institution as being critical to achieving the business goals of the institution.

· Changes to networking infrastructure should be the result of a planned upgrade.

· Strategy and policy must go hand-in-hand, especially in support, where demand could grow explosively with the implementation of an MLE with a consequent impact on resources and staff training.

· The provision of reliable, secure, high-performance, ubiquitous network infrastructure must be part of the strategic agenda for the institution. The risks incurred by not meeting this goal must be understood if institutions are to engage in MLE implementation.

Security for Managed Learning Environments

What kinds of security do we need?

One of the key non-functional requirements for a Managed Learning Environment is security. However, security plays a number of different roles within MLEs:

· Preventing access to the MLE by non-authorized users

· Proscribing access to specific functions and resources within an MLE to authorized groups

· Protecting users’ privacy

· Protecting the MLE from malicious service interruptions

· Preventing client systems from subversion and hijack

· Preventing copyright violations

There are a number of strategies that can be pursued to achieve these goals.

Physical Security

At the simplest level, it is necessary to prevent unauthorized physical access to key network and server hardware. Many security attacks require access to machines within the secured zone, so preventing physical access is a worthwhile activity. 

Standard security mechanisms used to protect key installations include window and door locks, motion sensors, CCTV, and regular patrolling by security staff.

Network Security

Firewalls are used to prevent external access to machines within the firewall-protected zone. To enable web-based services to be accessed beyond the secured zone, firewalls allow access to particular named machines on particular named ports. This ensures that only machines designated as web or application servers can be directly addressed from outside, and prevents unsecured personal PC’s being used as “Trojan horses” to attack other machines within the secured zone.

There are various manufacturers of firewall devices, and they all have relative strengths and weaknesses. The main considerations are ease of configuration, and performance.

It is still fairly common on some networks to use known IP addresses of computers to establish “host identity”. This is extremely risky as it is very easy for even novice users to “spoof” a server by changing the IP address on their machine.

Firewalls are a basic means of preventing external misuse of resources, however it does nothing to prevent existing users from undermining the system from within. Security must be provided in-depth, not just at the boundaries.

Another area to consider in network security is the securing of wireless networks. This is a relatively new area, however most wireless networking equipment provides some basic authentication and encryption mechanisms. Of course, these features only work if they are switched on! As many wireless-equipped personal computers allow the creation of ad-hoc wireless networks, owners should be made aware of the security functions.

Obscurity

“Security by obscurity” is a phrase often heard, and refers to the practice of hiding access to important resources or equipment by disinformation, or by making procedures so complex that unauthorized persons cannot understand them. 

In practice this is extremely risky. Although it may be useful to not broadcast some information that exposes your security procedures, to rely on obscurity as a security measure is simply insufficient. Your security measures should be capable of resisting attack even when the methods are known.

Policy

The opposite of “security by obscurity” is to provide a well-known, well-documented, and commonly understood security policy. 

This is actually a far better approach, as it helps to prevent hackers from using “social engineering” to circumvent security measures; everyone within an organisation should know that they should never give out their password to anyone, and security policies should always support this. There should be no circumstance under which any user should provide his or her password to anyone else, or this will almost certainly be exploited.

Authentication

Authentication is a process of establishing a person’s identity. This can be achieved using a number of means, the most common being a user name and password, the assumption being that the authenticated person is the only one who knows the username-password pairing. Other approaches include challenge-and-response questioning to establish identity, and partial passwords (for example, requesting a user to enter the first, third and fifth letters of their password – the letter positions being randomly chosen at each login). These alternatives are targeted mainly at the problem of password interception.

Techniques for breaking authentication mechanisms include “social engineering” (persuading people to give out passwords, for example by pretending to be IS staff), and by using various passive capture techniques. One simple example is to create a false logon screen intended to capture authentication details; a more sophisticated example is to use a “packet sniffer” that captures and analyzes network traffic.

More broadly, various techniques for identity theft lend themselves to breaching authentication protocols, in particular for obtaining authentication credentials by fraud.

The problem of single sign-on

It’s a truism that the more passwords a person has to remember, the less secure authentication becomes. Multiple passwords cause users to resort to either reuse the same password for multiple systems (reducing security to the level of the least-secure system on the network) or to write their passwords down and leave them lying around!

A known issue with many of today’s software used in education is that each application replicates authentication processes that really should be common across the MLE.

A common technique to replace these multiple authentication systems with a single-sign on is what is referred to as a reverse proxy. A reverse proxy sits between the client browser and the target web-based systems, and translates authentication provided to the proxy into the credentials required by the target applications. 

This provides added convenience, but carries its own risks: the reverse proxy manages the “keychain” of users’ credentials. This must be properly secured too, especially as many of these proxies rely on text “cookies” being placed on the client computer.

Authorization

Authorization is a means of relating identities to roles, and those roles to particular permissions. Authorization relies on authentication to establish identity, while authentication relies on authorization to establish what a user is allowed to access or accomplish.

Authorization systems are as open to attack as authentication systems. For example, users may try to crack an authorization database to increase their permissions.

Encryption

Encryption is a means for preventing the reading of intercepted data, and is especially useful in preventing passwords being intercepted and misused. Encryption involves taking the source material, called plaintext, applying an encryption algorithm based upon a key string, and generating encrypted cyphertext which cannot be read without knowledge of both the algorithm and the key.

Many modern encryption techniques use asymmetric keys: that is, a separate key for encrypting and decrypting messages. The methods for generating, using, and distributing keys are usually called Public Key Infrastructure (PKI).

Encryption should be used to prevent interception of authentication credentials, and may be used to secure transactions from interception, such as communication between an MIS system and a VLE or Assessment system.

Digital Signatures

Digital signatures are often used to support encryption, and work by providing a “checksum” against which the contents of a text can be checked. If the text has been altered since the signature was applied then the signature will no longer be in agreement with the text. In practice, you may want to sign messages containing assessment results to ensure they have not been intercepted and changed en-route.

Digital Rights Management

DRM is a term coined to refer to the practice of regulating access and use of digital assets. In particular, DRM is concerned with enforcing copyright restrictions provided with content used in the MLE. To do this, DRM uses an electronic representation of the legal restrictions on the content using a rights-expression language such as ODRL. This “rights metadata” then accompanies the material, and is interpreted by systems that store, search, retrieve and display the content. Examples of DRM in practice include ANGEL and COLIS (see the references section).

Client subversion

A common problem encountered by users of Internet browsing software is having their browser “hijacked” by malicious software. Some of this “malware” is designed to push advertising, while others are more obviously virus-like. 

There are various tools designed to reduce the risk of browser hijack, however you can also make more effective use of browser security settings. Sadly, many VLEs require that Cookies and JavaScript are enabled on the browser in order to operate, which also enables most forms of browser subversion.

If it is not possible to use browser security settings, then you should at least ensure that browsers are kept completely up-to-date, including all released security patches (this goes for all software, not just browsers). If client hijacking becomes a major problem, it may be worthwhile evaluating alternative client software.

Finally, there are “sweeper” software tools available, rather like virus checkers, that are designed to remove “adware” and “malware” from browsers.

Operating System and Software Vulnerabilities

Many of the common server applications, databases, and operating systems have vulnerabilities that can be exploited in a number of ways. The simplest means to dealing with these vulnerabilities is to ensure that you have applied all the latest security patches to update the software concerned. It is also worthwhile, before purchasing critical software, to conduct research on known security issues, and to compare products with security considerations in mind. 
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Further Information

JISC advice and guidance on networking - http://www.jisc.ac.uk/index.cfm?name=topic_networking
JISC advice and guidance on systems - http://www.jisc.ac.uk/index.cfm?name=topic_systems
UKERNA - http://www.ukerna.ac.uk
ANGEL: http://www.angel.ac.uk/
COLIS: http://www.colis.mq.edu.au/
The Web Security FAQ from W3C: http://www.w3.org/Security/Faq/
Cryptography A-Z: http://www.ssh.fi/support/cryptography/index.html
Digital Signatures at W3C: http://www.w3.org/DSig/Overview.html
Lots of security and encryption links: http://www.pki-page.org/
Security solutions from IBM: http://www-3.ibm.com/security/index.shtml
Firewalls FAQ: http://www.interhack.net/pubs/fwfaq/
Regional Support Centres  - the JISC provides Regional Support Centres to provide support for technical staff and network managers within FE colleges. Each centre can provide you with access to experts who can guide you through this specialist area. To find out more, see the JISC website: http://www.jisc.ac.uk/index.cfm?name=rsc.

Working with Specifications and Standards

Data Transfer Between Management Information Systems (MIS) and Virtual Learning Environments (VLEs)
JISC Briefing Paper 1, MLEs and VLEs explained, defines an MLE as:

“the whole range of information systems and processes of a college (including its VLE if it has one) that contribute directly, or indirectly, to learning and the management of that learning”. (http://www.jisc.ac.uk/index.cfm?name=mle_briefings_1).
FE and HE colleges make use of a range of systems used for administration and learning, including:

· Management Information Systems (MIS)

· Virtual Learning Environments (VLE)

· Student Record Systems (SRS)

· Library Management Systems (LMS)

All of these systems hold data on learners and courses, and can easily get out of synch with each other. When a learner enrols on a course, changes course, changes address, or leaves college; information may be updated in one system but not in the others, leading to administrative problems and errors. In order for the MLE to work efficiently, data should be able to be transferred between the systems.

IMS specifications for data exchange

IMS learning specifications are designed to enable systems to be interoperable, i.e. able to share and exchange information. The IMS Enterprise and LIP specifications set out data formats to enable the exchange of data about learners. The two specifications have very different remits and purposes.

The IMS Enterprise Specification
Enterprise is used for exchanging basic data about batches of learners. It was designed in response to the need to carry out two core tasks: 

· Moving student enrolment data from the SRS to the VLE

· Transferring student exam and course results from the VLE to the SRS.

   Enterprise can be used for a far wider range of data and systems. For example, the CO3 project used Enterprise to transfer basic data between VLEs in different institutions (there is a link to the project at the end of the paper).

   Enterprise has 3 categories or “data objects”:

· Person: the headings within this data object only enable very basic information about a person to be entered and transferred, e.g. name, address, gender, date of birth, email address,  role (student, staff, etc).

· Group: a collection of learners, e.g. a class, a group of exam candidates.

· Membership: to define membership of one or more groups.

The Learner Information Package (LIP) Specification
LIP is used for exchanging more detailed information about individual learners. The Learner Information Package is a set of structures for producing a profile of a learner, and includes the following categories: Identification (personal data), Goals (learning and career goals), Qualifications, Activities (formal and informal learning activities), Transcripts (summary of academic achievement), Interests (hobbies), Competencies (skills), Affiliation (membership of organizations and societies), and Accessibility (disabilities and learning preferences).

   The IMS specifications are presented in three documents:

· Information Model: which sets out the data fields to use.

· XML Binding: which specifies how information in these fields is to be encoded into an XML format, allowing information to be exchanged between systems.
· Best Practices and Implementation Guide.

   In general, Enterprise is used for exchanging information on groups, and LIP for exchanging information on individuals.
Data Transfer Methods
The Enterprise specification sets out the data formats to be used in the transfer, but does not specify the mode of data transfer to be used, i.e. how to move tha data between systems. There is currently a Charter Group within the IMS working on a proposal for future work on Enterprise Web Services, which will include further work in this area. The JISC SWANI projects (Scotland, Wales and Northern Ireland) are also currently looking at ways of transferring data.

SOAP (Simple Object Access Protocol), XML and HTTP have been used as transfer mechanisms. There is a link at the end to an article about SOAP.

Messaging

MLE systems do not become interoperable simply by transferring masses of student data and then forgetting about it. Systems need to be regularly updated with new and changing information. Students may leave college, change courses or alter some of their personal details, such as addresses.

SOAP enables you to send messages between systems with information about student details which need adding, altering or deleting. Data is sent in an “envelope”; with a header, which states what the envelope contains; and a body which contains the message. Replies also need to be sent back to the original system to acknowledge that the message has been received.

There are more diagrams and information about messaging on Scott Wilson’s presentation, Enterprise: from data to services, included in the links below.

Message routing

If messages are constantly being sent between systems, the resulting routes can end up very messy. If a college has six enterprise systems, all sending messages to one another, the resulting picture of connections ends up looking like “spaghetti junction” (see image in Scott Wilson’s presentation: From Data to Services).

A more efficient method is to have one central system which is linked to all the others, and recieves and sends messages. This is the model used by the Schools Interoperability Framework, an American specification and model for enabling school systems to exchange data. The SIF model uses a central hub, called a Zome Integration Server, or ZIF.  Go to http://www.sifinfo.org/ and click on “Learn how SIF works “ on the front index page to see a model of ZIF. 

Data mapping

Data mapping means matching two sets of data headings together. For example, in order to transfer data on student enrolments from an SRS to a VLE, the headings given to learner information in each system must be matched with the Enterprise specification data headings. 

E.g. Enterprise uses the headings: name, address, gender, date of birth, email address,  role (student, staff, etc). A college system might use the headings: name, residence, sex, phone number, electronic contact details and so on. 

Data mapping is straightforward if headings are similar, but can be problematic if systems are using very different categories. Mapping therefore becomes a matter for individual interpretation, whereby different individuals or institutions might map data together very differently.

An example of data mapping: the CETIS LIPSIG (Learner Information Package Special Interest Group) have mapped the HE Transcript to the IMS LIP specification, and are currently mapping PDP (Personal Development Planning) to LIP. (PDP, Transcripts and LIP are all methods for electronically recording learners’ achievements and abilities).

Implementing Enterprise

Who implements Enterprise?

· Some vendors make their products Enterprise compliant. See the Standards-compliant products directory on the CETIS website: http://www.cetis.ac.uk/directory.

· Some information or learning technology staff in institutions implement Enterprise to exchange data between systems.

· Some researchers or staff on MLE projects attempt to implement Enterprise. Previous JISC funded MLE interoperability programmes, such as CO3, and Comantle, worked with Enterprise. Currently, the JISC funded SWANI projects, based within the FE sector, are using Enterprise.

Additional Information

IMS Enterprise Specification: http://www.imsglobal.org/enterprise/index.cfm.

IMS LIP Specification: http://www.imsglobal.org/profiles/index.cfm.

IMS: http://www.imsglobal.org/
CETIS: http://www.cetis.ac.uk.

CETIS Enterprise Special Interest Group: http://www.cetis.ac.uk/members/enterprise/.

CETIS LIP Special Interest Group: http://www.cetis.ac.uk/groups/20010801124300/viewGroup.

Enterprise: from data to services (Powerpoint): Scott Wilson

http://www.cetis.ac.uk/members/members/enterprise/members/enterprise/ppt/Enterprisefromdatatoservices.ppt
Glueing learning applications together with SOAP

http://www.cetis.ac.uk/content/20011015153128
SIF

http://www.sifinfo.org/
CO3 project

http://toomol.bangor.ac.uk/co3/
Comantle project

http://toomol.bangor.ac.uk/CoManTLE/
SWANI programme

http://www.jisc.ac.uk/index.cfm?name=programme_swani
Implementing Enterprise (Powerpoint): Eddie Clarke

http://www.cetis.ac.uk/members/members/enterprise/members/enterprise/ppt/ImplementingEnterprise.ppt/
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